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Description:

Detecting and describing anomalies in large repositories of discrete symbol sequences.

The SequenceMiner was developed to address the problem of detecting and describing anomalies in large sets of high-dimensional symbol sequences that arise from recordings of switch sensors in the cockpits of commercial airliners.  SequenceMiner works by performing unsupervised clustering (grouping) of sequences using the normalized longest common subsequence (LCS) as a similarity measure, followed by a detailed analysis of outliers to detect anomalies. SequenceMiner utilizes a new hybrid algorithm for computing the LCS that has been shown to outperform existing algorithms such as Hidden Markov Models.  SequenceMiner also includes new algorithms for outlier analysis that provide comprehensible indicators as to why a particular sequence was deemed to be an outlier. In this method, an outlier sequence is defined as a sequence that is far away from a cluster. This provides analysts with a coherent description of the anomalies identified in the sequence, and why they differ from more “normal” sequences. 

Requirements and Installation:

Memory:

Minimum 512Mb Recommended 1Gb

CPU: 


Minimum 800Mhz Recommended 1.5Mhz or higher

OS:


Windows, Solaris, Linux, Mac

3rd Party Software:
Java

SequenceMiner is a java application which runs on all OS platforms that have the java runtime environment (JRE) installed. If java is not installed see: http://www.java.com/en/download/manual.jsp for java installation. 

Setup and Running:

Some example data and command line calls are located in SequenceMiner/ExampleRuns/.  

Windows:

To run sequenceMiner click on StartCmdWindows.bat in the SequenceMiner/ExampleRuns/ directory.  This will open up the command line window in the appropriate directory.  There are 2 sample scripts located here.  RunSingleDemo.bat is an example sequenceMiner call that takes a single file with a list of sequences and report back the top 1% most anomalous sequences. 

RunTrainTestDemo.bat is another example sequenceMiner call that will take a file of nominal training sequences and build reference clusters. It will then use the reference clusters to determine how anomalous a list of sequences are in a separate test file.  

To run these examples type:

 RunSingleDemo.bat 

and 

RunTrainTestDemo.bat

 at the command line. 

Linux/Solaris/Mac:

Open up an X-terminal and cd to the SequenceMiner/ExampleRuns/ directory.   There are 2 sample scripts located here.  RunSingleDemo.sh is an example sequenceMiner call that takes a single file with a list of sequences and report back the top 1% most anomalous sequences. 

RunTrainTestDemo.sh is another example sequenceMiner call that will take a file of nominal training sequences and build reference clusters. It will then use the reference clusters to determine how anomalous a list of sequences are in a separate test file.  

To run these examples type: 

./RunSingleDemo.sh 

and

 ./RunTrainTestDemo.sh 

in the terminal. 

Command Line Options:

Parameters:

-h

Show this help message.

-o clusteringOutputFile

                If this option is not specified then a default output

                file will be created in the current working directory by

                the name of clusters.csv. If file already exists file will be overwritten.  

 -i inputFile

               
 The input file must be specified (either absolute or

                relative path is okay). The input file must contain

               
 sequences of integers. Each line in the file represents

                a sequence where each space denotes a separation between

               
 sequence elements.  

 -k

               
 Specify the number of CLARA  clusters to use. The default
               
 value is 4  

 -n

               
 Specify the number of PAM  iterations.

                The default value is 5   

 -c

               
 Specify the number of CLARA iterations. The default

                value is 5    
-s

               
 Specify the sample fraction. The sample fraction is the

                fraction of total data to be used when running PAM. The

                default value is 0.1. Values can range from 0 to 1.
-f

               Specify the outlier fraction. The outlier fraction

               specifies the cutoff for what is considered an outlier.

               The default value is 0.1. In other words the percentage 

of outliers that missing  and extra elements are reported on.

 Values can range from 0 to 1.

-x

               
 Specify a file name prefix for missing and extra element files.
-a

               
 If this option is specified, only clustering will be

                performed.

-p predeterminedClustersCSVFile

               
 Specify this option to skip clustering and use clustering

                information from file. The format of this file should be

               
 the same as SequenceMiner's clustering results file.

-e sequenceIdFile

                Specify this option to ignore the top outliers and use

               
 sequences with these IDs instead.
-u supplementalSequencesFile

               
Specify this option to ignore the top outliers and use

               these new sequences instead after clustering has been done

on separate training set.  
Input File Format:

SQM file format:


Space separated filed


Columns: ordered elements of a sequence


Rows:  sequence samples

Output File Format:

 Sequence alteration csv file format:

                column 1: 1-based index

                column 2: missing or extra element

                column 3: score


 Default file names: seq_xxx_missingElements.csv & seq_xxx_extraElements.csv

Clustering csv file format:

                column 1: sequence id (the id is 1-based and determined

                     by the order in which the sequence was read).

                column 2: owner cluster id (the owner cluster id is 1-based

                     and states to which cluster this sequence belongs).

                column 3: outlier score

                column 4: rank (rank is determined by outlier score. Items

               
      with the highest outlier scores have the highest

      rank. For example, the item with the highest

                     outlier score would have rank 1).

                column 5: this column contains a 1 if the current sequence

                     has a high enough rank to be looked at as an

                     outlier, and 0 otherwise.

 Default filename clusters.csv
