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Abstract. Peer-to-Peer (P2P) networks are appealing for astronomy data mining from virtual
observatories because of the large volume of the data, compute-intensive tasks, potentially large
number of users, and distributed nature of the data analysis process. This paper offers a brief
overview of PADMINI—a Peer-to-Peer Astronomy Data MINIng system. It also presents a case
study on PADMINI for distributed outlier detection using astronomy data. PADMINI is a web-
based system powered by Google Sky and distributed data mining algorithms that run on a
collection of computing nodes. This paper offers a case study of the PADMINI evaluating the
architecture and the performance of the overall system. Detailed experimental results are presented
in order to document the utility and scalability of the system.

1. Introduction

As the amount of data available at various geographically distributed sources is increasing rapidly,
traditional centralized techniques for performing data analytics are proving to be insufficient for
handling this data avalanche. For instance, astronomy research which relies primarily on the data
available at various sky surveys presents such challenges. Downloading and processing all the data at
a single location results in increased communication as well as infrastructural costs. Moreover, such
centralized approaches cannot fully exploit the power of emerging distributed computing networks
such as Peer-to-Peer (P2P) user-networks. An alternative to this approach is to distribute such
computationally intensive tasks among various participating nodes which can also be geographically
distributed. Data mining solutions that pay careful attention to the resource-consumption in a dis-
tributed environment need to be developed. This paper particiularly considers P2P networks for
creating such distributed solutions.

In this paper we report a case study for the PADMINI—Peer-to-Peer Astronomy Data MINIng
system1. Unlike centralized data mining systems, PADMINI is a web-based system powered by vari-
ous distributed data mining algorithms that run on a collection of computing nodes forming a Peer-
to-Peer (P2P) network. PADMINI is an easy to use and scalable system for submitting astronomy
jobs in which the collection of data for these jobs and their execution is performed in a distributed
fashion. This distributed web application is designed to help astronomy researchers and hobbyists in
analyzing data from Astronomy Virtual Observatories (VOs). The back-end distributed computa-
tion network supports two frameworks, namely the Distributed Data Mining Toolkit (DDMT) and
Hadoop.

The rest of the paper is organized as follows: Section 2 presents the motivation behind build-
ing the PADMINI system. It explains the specific astronomy data mining problem that the paper
intends to address. Section 3 briefly describes the related work in the field of P2P data mining.
Section 4 gives an overview of the architecture of the system and describes each of it’s components
in detail. The implementation details of the system are described in Section 5. Secion 6 describes
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the outlier detection algorithm that addresses the problem defined in section 2. The implementation
of this algorithm on the PADMINI system is also discussed here. Section 7 presents the results
detailing the performance of the system and the accuracy of the algorithm implemented therein.
Finally, Section 8 concludes the paper along with a brief discussion on the future work.

2. Motivation

Scientific knowledge discovery from the massive datasets that are produced by very large sky
surveys is playing an increasingly significant role in today’s astronomy research[6]. The astronomy
community has access to huge multi-terabyte sky surveys, with petabyte-scale sky surveys coming
online within the next few years, each of which separately has a tremendous potential for new dis-
coveries. When the datasets from multiple sky surveys are used in combination, the potential for
scientific discovery increases quadratically in the number of surveys inter-compared. Such discoveries
range from identification of serendipitous objects and outliers that fall outside the expectations of
our standard models to the detection of very rare (but previously undetected) events that models
claim should be there[5].

Many projects (such as GALEX [18], 2MASS [1], and SDSS [33]) are producing enormous ge-
ographically distributed catalogs of astronomical objects. The challenge of modern data-intensive
astronomy is to enable research that accesses, integrates, and mines these distributed data collec-
tions. The development and deployment of a U.S. National Virtual Observatory (NVO) is a step
in this direction. These collections are naturally distributed and heterogeneous, containing different
attributes and being represented by a variety of schema. Processing, mining, and analyzing dis-
tributed and vast data collections are fundamentally challenging tasks, since most off-the-shelf data
mining systems require the data to be downloaded to a single location before further analysis. This
imposes serious scalability constraints on the data mining system and fundamentally hinders the
scientific discovery process. Consequently, scientific knowledge discovery in this data environment
will be difficult to achieve without a computational backbone that includes support for queries and
data mining across distributed virtual tables of de-centralized, joined, and integrated sky survey cat-
alogs. This motivates the need to develop communication-efficient distributed data mining (DDM)
techniques, including the possibility of constructing Peer-to-Peer (P2P) networks for data sharing
and mining. We are exploring the possibility of using distributed and P2P data mining technology
for exploratory astronomical discovery from data integrated and cross-correlated across multiple
distributed sky surveys. We then apply distributed data mining algorithms to analyze these data
distributed over a large number of compute nodes.

We focus on one particular type of application from this domain - the detection of serendipitous
correlations and outliers in high-dimensional parameter spaces derived from multiple distributed
databases. This motivates our work on a P2P outlier detection system that we implement with a
DDM algorithm. Cosmology catalogs are mined for novel features and surprising correlations, using
parameters that correspond to the measured physical characteristics (e.g., size, shape, luminosity,
flux ratios, color, group membership) for the myriads of galaxies and quasars that are detected
within large sky images. The cosmology catalogs that we will study (i.e., the SDSS [Sloan Digital
Sky Survey] and 2MASS [2-Micron All-Sky Survey]) are the aggregated (and organized) collections
of all the structured information content (hundreds of attributes) representing the hundreds of mil-
lions of galaxies and quasars detected within the massive collections of sky images that represent
the sky survey source data. Regarding outlier detection, we note that the discovery of novelty,
outliers, anomalies, and surprise within large data sets represents one of the most exciting aspects
of science – finding something totally new and unexpected. This can lead to a quick research paper,
or it can make your career. As scientists, we all yearn to make a significant discovery. Massive
scientific datasets potentially offer a multitude of such discovery opportunities. We will explore
high-dimensional parameter spaces for outliers and correlations among a variety of scientific at-
tributes, going beyond the traditional scientist’s 2-dimensional scatter plots and correlation plots.
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The PADMINI system can in principle explore parameter spaces in significantly high dimensions,
by taking advantage of the P2P distributed computing architecture.

3. Related Work

Distributed data mining deals with analysis of data in an environment where the data, computing
resources as well as users are geographically distributed [25]. Heterogeneous data can contain differ-
ent representations of the same data or may observe entirely distinct set of features and can also be
located at distributed locations. Knowledge discovery through such heterogeneous data sources is
demonstrated in [23]. A Collective Principal Component Analysis (PCA) technique is proposed and
a distributed clustering algorithm based on Collective PCA is developed. Interested reader can refer
to [30] to get an extensive overview of the Distributed Data Mining paradigm, the main algorithms
and their applications.

Peer-to-Peer (P2P) systems employ distributed resources to perform tasks collectively. They can
be used for performing complex tasks in a decentralized and efficient fashion. Various data mining
algorithms have been modified and developed to run on Peer-to-Peer networks. Calculating aver-
ages of inputs located on nodes in a P2P network is described in [29]. Two algorithms to perform
K-means clustering over P2P networks are proposed and analyzed in [10]. Luo et. al. address the
problem of distributed classification in P2P networks in [27]. The PADMINI system is powered by
two frameworks on which most of these algorithms can be implemented. A detailed overview of
Distributed Data Mining in context of P2P networks can be found in [9].

The following subsections talk about the past work done specifically in the area of Astronomy
Data Mining:

3.1. Astronomy Data Mining. The US National Virtual Observatory [34], and the International
Virtual Observatory Alliance [22], enable astronomical researchers to find, retrieve, and analyze
astronomical data. This data includes datasets collected from various sky surveys like Sloan Digital
Sky Survey (SDSS) [33] and Two Micron All Sky Survey (2MASS) [1]. Mining data from these sky
survey datasets is playing an increasingly important role in Astronomy research [15]. FMASS[17],
Digital Dig - Data Mining in Astronomy[11] and GRIST: Grid Data Mining for Astronomy[20] are
some of the frameworks that have been developed to aid the knowledge discovery from astronomical
data. Some dedicated data mining projects include Class-X [7], the Auton Astrostatistics Project [2],
and additional VO-related data mining activities such as SDMIV [32]. The DEMAC system which
provides tools for distributed data mining and can be integrated on top of Virtual Observatories is
described in [19]. Data will be generated at the rates of petabytes by future sky surveys like the ones
using the Large Synoptic Survey Telescopes (LSST)[26] to create a data stream like scenario. The
problem of change detection using local distributed eigen monitoring algorithms in such scenarios is
addressed in [8]. A distributed algorithm for Outlier Detection from Astronomy catalogs is discussed
in [14]. The Top-K Outlier Detection described in [14] partitions the data vertically while the
PADMINI system hosts an Outlier Detection algorithm that partitions the data horizontally and
relies on the parallelism provided by Hadoop to offer a highly scalable implementation. We also
focus more on the efficiency of the implementation of this algorithm that we present in Section 6.

A slightly similar work by Bhaduri et. al. [3] is currently in submission and being reviewed. While
that work mentions the PADMINI system, the focus is on change detection in a streaming scenario.
Also, the implementation and testing platform for [3] is the DDMT whereas we have implemented it
on Hadoop. [28] discusses the PADMINI system as a whole, while here we also present a case study
on a specific algorithm implemented on the PADMINI system.

4. Overview of PADMINI

Figure 1 depicts the high level architecture of the PADMINI system and the following subsections
describe the role of these major system components in detail.
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4.1. Web Server. The Web Server is an HTTP Server that hosts the main interface for the PAD-
MINI system. Apache Tomcat is used as the Web Server as well as the Servlet Container for the
system and MySQL is used as the database. It is used to store the information related to users, jobs
submitted by them, the astronomy catalogs and attributes supported by the system etc.

Figure 1. System Architecture

4.2. Distributed Data Mining Server. The Distributed Data Mining (DDM) Server accepts job
requests from the web server. Depending on the availability of the resources in the backend com-
putation network, a job is either submitted for execution of stored in a queue. However, the notion
of priority is not supported for the final job submission. The DDM Server currently supports only
First-Come-First-Served scheduling.

Extensibility has been one of the key design decisions in building the PADMINI system. To this
effect, the DDM Server can also act as an independent server accepting job submission requests
from clients other than the Web Server. This is achieved by implementing a Web Services API that
allows clients to submit jobs, cancel them, check the status of running jobs or retrieve the results of
the complete jobs. We intend to expose this API once the API development is completely tested.
Keeping the DDM Server separate from the Web Server to make sure that load of user requests and
web services requests is evenly balanced. This modular design also makes the system more flexible
and easier to manage.

The backend P2P computation network supports two disparate distributed programming frame-
works, namely Hadoop and Distributed Data Mining Toolkit (DDMT). While Hadoop is more
suitable for distributed parallel algorithms which can be expressed in terms of map and reduce [13]
tasks, the DDMT provides a framework for implementing highly asynchronous distributed algo-
rithms. In this paper, we focus more on the Hadoop framework and the outlier detection algorithm
implemented on that framework.

4.3. Databases.

4.3.1. Server database. This database stores the information related to the users, the jobs submitted
by them and the results of the most recent jobs. The information related to the algorithms supported
by the system also resides here. Astronomy data can be extremely large in size and is readily available
from the various Virtual Observatories on demand. To avoid redundancy, we do not store any data
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required for the jobs in our databases. Hence, this database stores only a list of astronomy catalogs
and attributes supported by the system. Using this meta-data, the actual actual input data required
for the submitted job is downloaded individually by the peers from the selected catalogs. Currently,
the peers download the data using the web services provided by the OpenSkyQuery2. This approach
leads to a communication cost efficient system and a single point of data management failure in the
system is avoided.

4.3.2. Jobs database. This database stores the information related to the backend network and also
maintains the queues of the jobs that are submitted and the status of those jobs. The results of the
completed jobs are related to the user who submitted the job. Hence, are not stored in this database
and stored in the server database instead.

4.4. Peer-to-Peer Network. The Peer-to-Peer network forms the backbone of the computation
network. This network supports two frameworks, namely Hadoop [21] and the Distributed Data
Mining Toolkit [12]. The framework to which a job is to be assigned is decided by the DDM Server
based on the algorithm required for the incoming job.

The following sections describe each of the supported frameworks in detail.

4.4.1. Hadoop. Hadoop is a framework developed by Apache that supports distributed applications
that can be written as MapReduce [13] tasks. The Hadoop architecture has one master node and
multiple worker nodes. The master node splits set up a job into tasks and assigns them to the
worker nodes. Though Hadoop can execute algorithms in a parallel fashion, the platform does not
support running all the types of distributed algorithms. For example, distributed algorithms that
rely on message passing cannot be effectively implemented using the Hadoop framework. However,
the highly scalable nature of Hadoop makes it an ideal choice for distributed algorithms that can be
expressed in terms of parallel and independent tasks.

4.4.2. Distributed Data Mining Toolkit. Distributed Data Mining Toolkit (DDMT) is a framework
for writing event driven distributed algorithms, written in Java and built on top of the Java Agent
Development (JADE) framework. The algorithms can run in distributed as well as pseudo distributed
mode in which one machine simulates multiple nodes. It is also easy for an user to become a part of
the PADMINI computation network and the DDMT framework by installing the DDMT software
available through the Web interface. For algorithms running on the DDMT framework, the user
generated input is not sent to the DDM server in such cases.

The PADMINI system also supports a distributed P2P text classifier learning algorithm. This
algorithm has been implemented on the DDMT framework. Collaborative tagging plays a crucial
role in the algorithm as the input is the feature vectors generated from user tagged text. Dutta
et. al.[16] describe a Peer-to-Peer system for learning classifiers using the text documents tagged by
various users. More details about the implementation of this algorithm on the PADMINI system
can be found in [28].

5. Implementation of PADMINI

5.1. Technology. Almost all the of the PADMINI system is implemented using the Java technol-
ogy. The Web based interface to the PADMINI system is developed using HTML, Javascript, Java
Server Pages and Servlets. Hadoop provides an extensive Java API using which highly scalable
Map Reduce algorithms can be implemented. The Distributed Data Mining Toolkit (DDMT) is
implemented in Java and is based on the Java Agent Development (JADE) Framework.

2http://openskyquery.net/Sky/skysite/
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Figure 2. Home Page of the PADMINI system

(a) Google Maps interface for selecting regions of the
sky

(b) Selecting astronomy catalogs and attributes

Figure 3. Astronomy data mining job submission
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5.2. Databases. MySQL is used as the database and Hibernate is used for object-relational map-
ping. Use of Hibernate eases the process of developing the database interface of the system. With
the help of Hibernate, it is also easy to migrate the data to a different database by changing just a
few configuration files.

5.3. Web Services. Apache Axis2 is used as the core engine for web services. With the new Object
Model defined by Axis2, it is easier to handle SOAP messages. Axis2 has a pull based XML parser
which leads to efficient parsing of long XML files leading to faster web services. All the web service
requests are directed to the DDM Server. The DDM Server then calls the corresponding methods
and starts the requested job. Axis2 parses the incoming SOAP requests and call the appropriate
function as described in the Web Services Definition Language (WSDL) [35] file.

Figure 4. Flow diagram of the Outlier Detection algorithm on Hadoop

5.4. User Interface. Figure 2 shows the home page of the Web based interface for the PADMINI
system. To start submitting jobs users are required to open an account by registering on the website.
Every user has a profile page where the users can change password, view the submitted jobs and
their status. As the jobs submitted by the user can take arbitrarily long time to complete, this
feature saves a lot of time for the user.

Figures 3(a) and 3(b) show the interface provided to the user for specifying a job. Figure 3(a)
shows a Google Sky interface where the user can mark a region of the sky to specify an input region.
The user can also provide a plain text document with a list of ra and dec coordinates of objects as
the input. Figure 3(b) shows the three astronomy catalogs currently supported by the PADMINI
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system. These are SDSS, 2MASS and GALEX. When a user selects any of these catalogs, a list of
attributes related to that catalog is shown in the Attribute List box below. The user can select any
number of attributes from this list. After the job is submitted, the data for the attributes selected
by the user is downloaded from the respective catalogs for the objects in the marked input region
or for the list of objects uploaded by the user.

6. Outlier Detection using PADMINI

Sky surveys [33][1] store huge amount of data related to objects in the sky. We want to find
outliers from amongst a set of celestial objects using this data in a fast and distributed manner.
Hence, we partition the sky into several regions and process the data first locally and in parallel
and then combine the processed information to obtain the global outliers. Here we note that finding
outliers locally may not be a good choice, since the local outliers may not be global outliers. In-
stead, we shall use PCA and eigen-analysis and define the global behavior, by the notion of global
eigenvectors. These are obtained from the global covariance matrix which is derived by aggregating
the local covariance matrices.

Algorithm 1: Distributed Parallel Outlier Detection

1: Horizontally partition the data Xm×n into N data chunks Xi
mi×n, X =

N⋃
i=1

Xi and assign ith

partition to node ℵi, (where m =
N∑

i=1

mi).

2: Z-score-normalize the data matrix Xi (so that each column is with 0 mean) at each node ℵi.

3: Compute the local covariance matrix Ci = E[XT
i Xi] =

1
mi

mi∑
i=1

XT
i Xi on each node ℵi.

4: Combine all the local covariance matrices to obtain the global covariance matrix

Cg = E[XT X] =
1
m

m∑
i=1

XT
i Xi =

N∑
i=1

miCi

N∑
i=1

mi

[24].

5: Compute the set of global eigenvectors by eigen decomposition of the global covariance matrix
Cg = VgΛgV

T
g .

6: Choose top k most dominant eigenvectors (V̂ k
g , corresponding to the k largest eigenvalues from

the diagonal matrix Λg) and send them back to each node ℵi.
7: Project the local data in each of the nodes ℵi onto the top k most dominant global

eigenvectors: X̂i = Xi.V̂
k
g .V̂ kT

g .
8: For each data tuple Xj

i at node ℵi, parallely calculate the corresponding error term in

projection by ||Xj
i − X̂j

i ||2 and assign a normalized outlier score (in the range [0, 1], measuring

the degree of outlierness, 1 with the most outlying properties) by sj
i = ||X

j

i
−

ˆ
X

j

i
||2

max
j

||X
j

i
−

ˆ
X

j

i
||2

.

9: Mark the top k outliers, with the highest k outlier scores.

We query the Virtual Observatories to get the data for the list of objects in the region of the
sky selected by the user or for the list of objects uploaded by the user. The result of these queries
can bring in a huge amount of data. We exploit the parallelism offered by Hadoop to download and
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process this data. Hence we partition the data horizontally, i.e., each peer running Hadoop gets a
set of objects for which it queries and downloads the data from the Virtual Observatories.

6.0.1. The Algorithm. Our algorithm for distributed outlier detection is based on Principal Compo-
nent Analysis (PCA) [24]. We compute distributed PCA on the data using the additively decom-
posable property (that comes from linearity of expectation) of the covariance matrix [24]. The most
dominant eigenvectors found by the eigen-analysis of the covariance matrix capture the directions
with highest variance in data. Accordingly, tuples that do not fall in these directions represented by
the eigenvectors are outliers [14].

6.0.2. Implementation on PADMINI. The algorithm is implemented in two map reduce phases using
Hadoop as it fits perfectly into the MapReduce paradigm. In the first MapReduce phase the meta-
data ((ra, dec) coordinates) is divided into several chunks (by Hadoop) and given to the parallel
map instances. The map task first queries the VO with (ra, dec) coordinates and a list of attributes
as arguments and fetch the actual data from the VOs. The fetched data is then normalized and the
local covariance matrix is calculated. The local covariance matrices from all maps are sent to the
reduce phase along with the fetched data tuples. In reduce task, we combine the local covariance
matrices obtained from the maps to find the global covariance matrix. The top k global eigenvectors
of this global covariance matrix are then written to the HDFS, along with the normalized data. In
the second MapReduce phase data and the global top k eigenvectors received from the first phase
are divided into several chunks (by Hadoop) and assigned to parallel map instances. The data is
then projected onto the global top k eigenvectors. We then compute the normalized error terms as
described in the algorithm and assign outlier scores to the individual data tuples. The reduce task
in this phase writes the outlier scores to the HDFS. Figure 4 gives a detailed visual representation
of the map reduce phases involved in the computation of outlier detection.

7. Experimental Evaluation

7.1. Setup. The problem that we are addressing is that of finding outliers (non-standard, unusual
astronomical objects) among a large set of celestial objects. We have performed two types of exper-
iments:

• Accuracy of outlier detection
• Performance of the PADMINI system

For the accuracy experiments, we have used the SDSS quasar dataset [31], which consists of over
46,000 quasars, for which 23 parameters have been recorded in the database. From this dataset, we
have used 30,000 objects and the following attributes for our experiments:

• A1: g mag minus r mag (g−r): this is the negative log of the flux ratio in the green optical
band (g) to the red optical band (r).

• A2: r mag minus i mag (r − i): this is the negative log of the flux ratio in the red optical
band (r) to the near-infrared band (i).

• A3: X-ray minus Radio: this is log of the flux ratio in the X-ray band to the radio band.
• A4: J minus H (J −K): this is log of the flux ratio in two of the infrared bands (J and K).
• A5: H minus K (H − K): this is log of the flux ratio in two of the infrared bands (H and

K).
• A6: Absolute magnitude (M i): this is log of the total intrinsic luminosity of the quasar in

the near-infrared band (i).
These parameters represent intrinsic properties of each quasar. Each parameter measures a dif-

ferent feature of the quasar. These features are all mutually independent. We expect that unusual
(outlying) objects will deviate from the main distribution of quasars in this 6-dimensional feature
space, and consequently our outlier detection experiments would discover anomalous or otherwise
surprising instances of quasar properties.
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It should be noted that the data required for the computation at each node is downloaded in-
dividually by the nodes using the OpenSkyQuery service, thus emulating a scenario of distributed
data. The PADMINI system does not store any data centrally.

To run experiments, we downloaded and installed Hadoop 0.20.1 on two machines. One is a Intel
Pentium 4, 3.06GHz machine with 1.5 GB Memory while the other is a Intel Pentium 4, 2.20GHz
machine with 1.0 GB memory. Both the machines have a cache size of 512 KB. The DDM Server
acts as the JobTracker i.e. the node to which the jobs are submitted. The JobTracker, hosted on
machine A, takes care of dividing the job into small parts and assigning those to the TaskTrackers
which are the other nodes in the Hadoop. While this is a small setup, we intend to perform large
scale experiments using the Bluegrit[4] cluster deployed in the CSEE department in the University
of Maryland, Baltimore County in future.

7.2. Results.

7.2.1. Accuracy. We have described a technique for outlier detection which is PCA based (and
hence not distance based). Since the most dominant eigenvectors capture the direction of maximum
variance in the dataset, the least dominant ones are expected to reflect the outlier points in the
dataset. The degree of outlierness of a point is measured in terms of outlier scores which are
calculated as described in Algorithm 1.
We now describe the experimental results undertaken to determine the accuracy of the outlier

Figure 5. Variation in attribute values and assigned outlier scores for the data tuples
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detection algorithm:
We ran the outlier detection algorithm on a dataset having 30,000 tuples with 6 attributes each.

We got the outlier scores as shown in figure 5. The plots also show the variation in attribute values
for each tuple along with the outlier scores assigned to each of them. It can be seen from the figure
that objects with high outlier scores show up as outlier points in one or more of the attribute plots.
Thus, a high outlier score does not necessarily mean that the object is an outlier in all attributes,
but an object can have a high outlier score even if it is an outlier in only one or two attributes.

Figure 6. Scatter plots with different 2-attribute combinations and color coded
display of outliers

We obtained the scatter-plots taking 2-attributes at a time from the set of 6 attributes, some of
which are as shown in figure 6. The tuples with high outlier scores are colored coded with darker
colors. As we hoped, most of the visually discernible outlier points are assigned high outlier scores
(marked by circles).

Finally we obtained the parallelcoords plot using Matlab. This plot shows the variation along
all the 6 attribute values. The tuples are grouped (with different colors) according to their scores
assigned by the algorithm. Figure 7 shows two plots with different intervals of the outlier scores. As
it can be seen, the most outlying points obtained the highest scores.

Another validation of the accuracy of the outlier results is seen in Figures 5 and 6. Scientifically,
the true outliers in a quasar sample will usually appear as outliers in only one or two of the attributes
in our selected feature space. The reason for this is due to the fact that the colors of quasars can
easily be dominated in one or two color bands by the appearance of some very strong atomic emis-
sion features in the spectrum of the quasar (for example: hydrogen Lyman-alpha or transition lines
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of ionized carbon or magnesium). As one of these spectrum emission lines moves into or out of a
particular color waveband, due to the quasar being at some particular redshift, then this quasar will
appear as an outlier relative to the color distribution of all other quasars (which are at other red-
shifts, none of which correspond to that strong emission line appearing in that specific waveband).
One of the key indicators that this is what is happening in these quasars (and consequently, in our
objects with high outlier scores) is that the corresponding quasars will have anomalous (outlying)
colors in at least one color attribute and in much fewer than five attributes (i.e., our full set of five
color attributes), which is exactly what we see in our outlier scores (Figures 5 and 6).

Figure 7. Parallelcoords plot for all the 6 attributes

The scientific utility of this result is the following. Astronomers are always searching for elegant
and effective methods to identify interesting quasars (with unusual spectrum features) or to identify
quasars within a narrow redshift range. Since nearly all astronomical sky surveys are imaging surveys
(hence no spectroscopic data available for the millions of quasar candidates), then the only way to
detect such interesting quasars is through methods similar to the one that we have demonstrated here.
The detection and scoring of anomalous (outlier) quasars is a critical step in reducing the sample
of potentially interesting quasars (a sample of millions) to the sample of truly interesting quasars
(a sample of tens or hundreds). The latter is completely manageable in a scientific experiment, but
the former is hopelessly too large. Our outlier scoring method applied to a very large sample using
P2P data mining techniques could be a significant contribution to quasar research, and to research
involving a multitude of other interesting classes of objects, within the very large imaging-only sky
surveys of the future, such as LSST.

7.2.2. Performance. The PADMINI system uses the OpenSkyQuery service to fetch the data. How-
ever, some of the attributes described in the dataset as described in section 7.1 are not supported
by the Open Sky Query. Hence another data set was created by randomly mixing Galaxy objects
with Star objects. We have performed the performance experiments using up to 10,000 astronomical
objects and data was collected for 8 attributes for each object.

The time required to complete an execution of the algorithm varies with respect to the size of the
dataset and the number of nodes in the network. Figure 8 shows the variation in the response time
with respect to increasing number of objects in the dataset and keeping the total number of map
tasks at constant to 10. The effectiveness of the Hadoop system is closely related to the amount
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Figure 8. Response time of Outlier Detection algorithm versus data size

(a) For 3,000 input objects (b) For 10,000 input objects

Figure 9. Response time of Outlier Detection algorithm versus the number maps

data that can be efficiently processed by one map. The sharp drop in the response time at 2000
objects shows that this size on input runs most efficiently when the number of maps in 10. As the
input size goes on increasing, the advantage of parallelism is subdued by the overhead of processing
more data in each map.

To demonstrate the effect of increasing parallelism, we change the number of map tasks and ob-
serve the corresponding response times. Figure 9(a) shows the results for 3000 objects in this case.
Similar tests were done with the dataset containing around 10,000 objects, the results of which are
shown in Figure 9(b). In both the cases a drop in the response time can be observed as expected.
The significant drop seen in Figure 9(b) as compared to Figure 9(a) demonstrates the ability of the
Hadoop system to handle larger data sizes more effectively than smaller ones.

8. Conclusion

As more and more amount of data becomes available at various geographically distributed lo-
cations, data mining applications need to evolve and adapt to this change. Having a distributed
system to perform these data driven tasks efficiently has become imperative. In this paper, we have
introduced a Peer-to-Peer data mining system for Astronomy and presented a case study of the
same. The scalable and extensible nature of the system is discussed with the help of the frameworks
supported by the system. We believe that this is a first of it’s kind system to bring together two
disparate frameworks for running distributed algorithms and presenting them with a uniform Web
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interface. The architecture and implementation details of the system explain the overall working of
the system. Using the PADMINI system, the user can easily select the data and submit multiple
jobs without having to install any software. Astronomers who are the primarily targeted users of
the website should find it very easy and intuitive to submit jobs using the Google Sky interface.

The two computation frameworks supported by the PADMINI system make it a readily exten-
sible system. However, currently only two algorithms have been implemented on the system. In
future, we intend to add implementations of popular data mining algorithms to the system. After
developing a more extensive web services API for the various tasks supported by the system, we
intend to publish the API so that interested developers can use them to develop various systems
with new interfaces that utilize our back end computation network.
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